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Abstract
Ninety-eight percent of the world’s microprocessor chips are 
used in embedded systems – not in computers. Thus, there’s 
an enormous variety among these embedded systems, in how 
they are used, their commercial purposes, and their technical 
progress. Nevertheless, certain technical challenges face all 
embedded-system designers and certain trends apply to them 
all. Chief among these are improving performance, adding 
security, increasing reliability, reducing cost, and speeding 
development. There’s also widespread uncertainty surround-
ing multicore processors and their effect on programming, 
hardware design, and scalability. In the pages that follow 
we’ll examine the technical challenges and plot the course of 
progress for embedded systems.

The word “computer” has grown to mean much more than 
room-sized machines attended by technicians in white lab coats. 
Indeed, almost none of today’s computers would fit this descrip-
tion. More surprising is that less than two percent (2%) of today’s 
computers even looks like PCs. In fact the most common form of 
computer in use today is the embedded computer.

They rely on tiny integrated circuits, making them inexpensive 
and nearly invisible. They’re around us, on us, and even inside 
us. They run our cars, our houses, our offices, our factories, and 
sometimes even our hearts or limbs. Computers aren’t just big 
boxes that crunch numbers. They’re friendly, familiar, forgettable, 
and nearly free. In fact, they’re so cheap and so ubiquitous that we 
think nothing of throwing them away.

The Invisible Computer
Computers today have become so different from the stereotype of 
yesterday that we almost need a new word for them. And in fact, 
we have several. We call them iPods, telephones, antilock brake 
systems (ABS), microwave ovens, garage-door openers, heart 
pacemakers, air-conditioning controllers, and so on. Inside each 
of these familiar everyday items is a real embedded computer, 
no different from the number-crunching behemoths of a few 
years ago. But outside they’re very different. These new types of 
computers have become such a normal part of everyday life that 
we barely even notice them.

The average family has more than 40 embedded computers at 
home. You can find them in your:

Microwave oven �

Telephone and mobile handset �

Garage-door opener �

Television & TV remote control �

DVD player & DVD remote control �

Thermostats �

Lawn sprinkler �

Clothes washer & dryer �

Stereo receiver (plus any remote controls) �

Video games �

Digital camera �

Video camera �

Cellular telephone �

Home network �

Rice cooker �

Musical greeting card �

…and still more. �
The average new car has a dozen small embedded computers 
inside it controlling the engine, fuel delivery, automatic transmis-
sion, antilock brakes (ABS), radio, key, door locks, side mirrors, 
and more. A high-end car such as an S-class Mercedes or BMW 
7-series has more than 100 separate embedded systems inside 
it, all communicating over two separate local-area networks, often 
fiber-optic. 

In short, nearly anything that takes batteries or plugs into a power 
outlet probably has a computer inside. We are surrounded by 
these “invisible computers.”

If you add up all the PCs in the world (including Macs) they barely 
account for two percent of the word’s computers. The other 98% 
are these invisible embedded computers inside everyday items. 
They far outnumber the traditional computers and yet we still 
think of PCs as “real computers” and the overwhelming majority 
as a special case. It’s a bit like saying, “show me all the people 
in the world who aren’t astronauts.” That’s a very big group. In 
fact, that’s almost everyone. Similarly, the invisible embedded 
computers account for almost all the computers built today, with 
just a small percentage becoming Macs or PCs.

Embedded Systems
Technically, these ubiquitous but invisible machines are called 
“embedded systems” or “embedded computers.” The term 
comes from “embedding” computers into everyday items, like a 
fly might be embedded in amber. Although “embedded” isn’t a 
term most people use every day, it’s an accurate, if not particularly 
melodious, description. They’re the computers that are found 
inside of something else.

It would be difficult to generalize about all embedded systems 
because they can be so different. Some are huge and some are 
small; some are expensive and some are cheap; some are new 
and some have been around for decades. But let’s take a look at a 
few samples to see what we can learn about 98% of the comput-
ers around us.

For starters, let’s look at a simple thermostat on the wall. It con-
trols the temperature in the room. It requires very little attention 
from you. And it’s about as dumb and cheap as an embedded 
system can get. Up until the 1980s thermostats just used a piece 
of bent metal. If the room got too cold the metal shrank and 
turned on a switch that controlled the heat. If the room got too 
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warm, the metal expanded and turned on a different switch that 
controlled the air conditioner. Simplicity itself. Why would you 
want to replace something as cheap and reliable as a bent piece 
of metal with something as complex as a computer? 

Paradoxically, it’s to save money. A computer-controlled thermo-
stat can be smarter about turning the heat on, and therefore can 
save money on heating bills. For example, a computer-controlled 
thermostat can be programmed to turn the heat off on weekends. 
That’s something a bent piece of metal can’t do. The computer-
controlled thermostat can also be programmed to turn the heat 
down after 6:00 pm when everyone’s left the office, thereby 
saving more heat and energy. Finally, a computer-controlled 
thermostat is smart enough to know that on very cold days it 
should begin warming up the room early. And so on. 

More-advanced thermostats can even communicate with other 
thermostats in the building, coordinating their on/off cycles to 
smooth out power consumption (in other words, they’ll stagger 
their on/off cycles by a few minutes so they’re not all turning on 
the heat at the exact same moment). Some thermostats can keep 
records of how much heating or cooling you’ve used – useful for 
end-of-month accounting. Others can monitor the presence of 
people in the room, letting the temperature drop (or rise) a few 
degrees if no one’s there. The list of features for the once-humble 
thermostat goes on and on. The only limits are the designer’s 
imagination and the customer’s willingness to pay for new 
features. 

Surprisingly, a computer-controlled thermostat can actually 
be cheaper than a bent piece of metal. Computer chips have 
become so inexpensive that they’re replacing simple mechani-
cal devices. Springs and gears are giving way to “hardware” of 
another sort: silicon chips and software. 

Let’s look at another example, this one more complex. Industrial 
robots assemble cars, pack loaves of bread, weld steel, and 
perform eye surgery. In each case, the robot’s “brain” is an 
embedded computer fine-tuned for that one task. A welding 
robot, for example, moves its arms in an intricate dance that 
weaves under, over, and around the pieces of a new car. Each 
motion is carefully orchestrated so that all the pieces go together 
exactly as desired. Movements that seem simple and natural to 
us are surprisingly difficult for a mechanical arm controlled by a 
computer; the kinematic calculations involved are complex. The 
robot has to account for its own weight, momentum, and inertia. 
It can’t simply swing 100 kg of steel on a moment’s notice – nor 
can it stop instantaneously. Calculation, planning, accuracy, and 
safety are all just a part of the overall challenge. 

Finally, the familiar telephone network is an example of a 
large-scale embedded system. Far from being a simple network 
of analog wires, today’s telecom networks are mostly digital and 
mostly controlled by a distributed network of embedded systems. 
Telcos employ numerous embedded systems. From mobile 
handsets at the end-user, to the head-end computers atop cellular 
towers, to the powerful 64-bit systems located in the central office, 
embedded systems are spread throughout our global voice and 
data networks. 

All these systems, and more, share some hardware and software 
features, and all face many of the same challenges going forward.

Embedded Hardware
How does embedded-systems hardware differ from that of a 
“normal” computer? It doesn’t, really. Just like a PC or workstation, 
an embedded computer will include one or more microprocessor 
chips, some memory chips, and some sort of input and output 
(I/O) devices. It may have a keyboard, a screen, and a mouse – or 
it might literally be a black box. It all depends on what the embed-
ded system is intended to do.

The microprocessor chips used in embedded systems are also 
just like those in PCs. Sometimes they’re exactly the same chips 
used in PCs, although that’s rare. The processors are made 
by Intel, Freescale, Infineon, Hitachi, NXP, Texas Instruments, 
ST Micro, NEC, and dozens of other commercial chip vendors 
around the world. Although Intel is probably the most famous 
of the chip companies, it’s far from the only one – or even the 
largest. Despite its reputation, Intel commands only a small share 
of the global microprocessor market in terms of unit volume 
(as opposed to revenue). Although the company dominates the 
market for processors used in PCs, it is a fairly minor competitor 
in the market for embedded processors. 

By the same token, there’s nothing fundamentally different about 
the memory or other chips used in embedded systems. They all 
come from the usual vendors and are used in the normal way. 
Indeed, chip makers don’t really know (or care) whether their 
customers are building embedded systems or not. There’s no 
special “embedded version” of processors, memories, controllers, 
or peripheral chips for this market.

Mixed Processors vs. Similar Processors
At the heart of any embedded system is a microprocessor chip, 
and usually several. The average embedded system includes 
multiple microprocessors, and they’re typically different types of 
chips with different software architectures and different hardware 
interfaces. These so-called “heterogeneous” systems are more 
common than “homogeneous” systems where all processors are 
identical (or at least, compatible with one another).

Why the popularity of mixed-processor systems? It’s common 
for embedded-system designers to partition their system into 
functional areas and then to assign a processor subsystem to that 
area. So, for example, an automobile may have one processor 
controlling the in-dash GPS receiver, another controlling the 
in-dash CD player, a third processor controlling the dashboard in-
strumentation (speedometer, tachometer, etc.), and so on. There’s 
no technical reason why these functions should be controlled 
by a single processor, or even by similar compatible processors. 
They don’t communicate with each other much, if at all, so there’s 
little point in making them homogeneous. Indeed, it might be 
worthwhile making them different by choosing processors that 
are best-suited to their respective tasks. 



Turley: Embedded Systems - Connecting Everyone to Everything

6

The drawback to this mixed-processor approach is that it 
complicates development. The complete system (e.g., the car) 
winds up including dozens of different and incompatible proces-
sors from different manufacturers, all of which require different 
software compilers, debuggers, emulators, and skilled engineers 
to program them. Although the car itself might be very efficient 
(because each processor is ideally suited to its task), the overall 
development team is very inefficient because of this technological 
Tower of Babel.

There’s no good solution to this dilemma. It becomes a matter 
of choice, determined by the management team or the head of 
engineering. The trend has been to mix processors more often 
than not, and this trend shows no sign of abating. The heteroge-
neous multiprocessor system is here to stay.

One side effect of this is that processors are becoming more finely 
tuned to specific applications. As processor vendors recognize 
that their chip will be just one among many processors in the 
customer’s system, and that the chip will likely be assigned to 
only one small part of the overall workload, they have responded 
by more narrowly focusing their chip’s abilities. In particular, 
vendors now tend to develop and supply more special-purpose 
software along with their hardware, in order to more closely tailor 
their chip’s abilities with the customer’s desires. Consequently, 
most microprocessor companies have now become significant 
software suppliers.

Multicore Processor Chips
Another side of the multiple-processor coin is the rise of multicore 
processors. A multicore processor is a single chip that contains 
more than one processor “engine,” or core. As one might suspect, 
a processor core is the central part of any microprocessor: the 
heart of the chip and the most complex part. By combining two 
major trends in the industry – the rise of multiple-processor 
systems and the constant reduction in chip size – we arrive at the 
more-or-less obvious solution of integrating multiple processors 
into a single chip. The result is something like a car with multiple 
engines or a creature with multiple brains. In keeping with our 
automotive analogy, a car with multiple engines can be very fast 
and powerful but also very difficult to drive. 

Multicore processors have been around for decades, and first ap-
peared in embedded systems, long before they became popular 
in PCs. At first, multicore processors had two identical cores in 
one chip; these were followed by four-core processors, eight-core 
processors, and so on. In almost all cases, the cores are identical, 
executing the same software instruction set at the same clock 
speed, etc.  

Making multicore processors is the easy part, however. Program-
ming them is a much bigger problem. Even though multicore 
processors have been around for decades, the industry still has 
not developed adequate methods for programming them. Throw-
ing standard C code at a two-core processor, for example, doesn’t 
magically make it run twice as fast (indeed, there are many ex-

amples of software that runs slower on a multicore processor than 
on a single-core chip). Learning to program multicore processors 
remains a very large unsolved problem.

The problem lies in parallelism. To take advantage of a two-core 
processor (for instance), a program must have two tasks that can 
be executed simultaneously. Similarly, a four-core processor is 
best utilized when there are four tasks that can be carried out at 
once. Unfortunately, this is not how we, as human programmers, 
tend to develop computer programs.  Programs are inherently se-
rial – that is, they describe the overall task in terms of step-by-step 
instructions. Multiply these two numbers, sum the results, divide 
the total by 5.364, and light the yellow LED if the result is less 
than zero. These are steps designed to be executed sequentially. 
It might be possible to carry out some of these steps in parallel, 
or it might not. The results of one operation might not be known 
until the conclusion of the previous operation, for example. Or two 
operations may use the same number or constant. Addition and 
multiplication are commutative (can be done in any order) but 
subtraction and division are not, so these operations often can’t 
be run in parallel. These are just simple examples of the larger 
overall problem.

So although we’re awash with multicore processors we’re left high 
and dry when it comes to parallel software. Universities generally 
don’t teach parallel programming and programming languages 
such as C don’t support parallel constructs. Like the program-
mers themselves, they’re naturally serial. 

A number of software vendors have attempted to partially solve 
this problem by developing new programming languages or 
tools that can identify and extract the parallelism that’s present 
in existing programs. Both approaches have merit and have 
shown positive results, but neither promises an overall solution to 
the problem. Most likely, a fundamental change in the nature of 
computer programming will be required, and that will be a difficult 
pill for the industry to swallow.
An example of a symetric multicore system is shown.

Shared memory

SMP operating system

Applications

Core 1Core 0 Core 2

Figure 1: An example of a symmetric multicore system is shown. 
Source: Embedded Market Study 2008, The Embedded Systems Design 
magazine surveyed 1.100 embedded developers about their thoughts
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Microprocessor “Inertia”
Choosing a microprocessor is one of the biggest decisions an 
engineering team can make, because it’s a decision that will 
likely follow them for many more years than they expect. Like loyal 
dogs, microprocessors tend to hang around for a very long time. 

Choosing the right processor is important because there are 
so many different options and also because different chips are 
suited to different tasks. Some might be good at compression/
decompression while others are better at managing data flow, or 
at juggling multiple tasks. Software obviously plays a role, too. 
Despite a given processor’s hardware credentials, it’s of little use 
if there’s no software available for it. This is the biggest problem 
that new microprocessor companies face: their chip might be bet-
ter than the competition but it’s a tough sell if there’s no software.

For this reason, engineering teams tend to stick with their chosen 
processor family for years, or even decades. Once the team 
develops expertise with a given processor there’s a strong incen-
tive to keep using it. Changing to another processor family means 
starting over with new software, new development tools, and new 
bugs to discover. There’s a lot of inertia within embedded- ; once 
a chip is in place it tends to stay there.

Because of this, we often see certain processor families dominat-
ing certain industry niches. PowerPC processors, for example, 
are commonly found in networking and telecom applications. 
That’s partly because PowerPC processors are generally fast, 
cost-effective, and organize data in a way (called big-endian byte 
ordering) that’s convenient for most data-transmission networks. 
But more than its technical suitability, PowerPC predominates 

simply through inertia. Yesterday’s network routers use PowerPC 
so tomorrow’s will as well. There’s simply no compelling reason 
for the system’s designers to switch processors.

Real-Time Systems
We all know some people who are always punctual and on time 
for appointments, and other people who show up “whenever.” 
Likewise, some embedded systems are extremely careful about 
time while others are more… relaxed. That’s the way it should be.

Some embedded computers are time-sensitive because they have 
to be. For instance, a computer-controlled thermostat needs to 
know the time of day so that it can turn the heat on in the morning, 
turn it off in the evening, and shut down over the weekends. That’s 
an example of an embedded system that knows the time of day.

But if your embedded system controls a heart pacemaker, it 
doesn’t need to know the time of day, but it does need a very keen 
sense of time. It must know exactly when to make the patient’s 
heart beat and it can never, never, be late. So this is a different 
definition of time; not time as in 8:15 in the morning, but time as 
in, 0.943 seconds between heartbeats. 

This latter example is what’s called a “real-time system” because 
it must pay attention to the time it takes for something to hap-
pen. Real-time systems are harder to design because they must 
manage outside events on a precise schedule. Not all embedded 
systems are real-time systems, but the most important ones are.

Another example of a real-time system is one that controls an 
elevator in a tall building. When a passenger presses a button 

Which of the following challenges are your own or your embedded
design teams's greatest concern regarding your current embedded
systems development process?

A growing concern
significantly different
from 2007

Meeting schedules 51%
46%

38%
41%

26%
26%

24%
22%

16%
15%

12%
13%

11%
14%

9%
8%

4%
6%

The dubugging process

Sticking to our cost budget

Selecting the right processor

Outsourcing

Other

Increased lines of and
complexity of code

Keeping pace with
embedded technology

Managing remote/multiple
location teams

0 10 20 30 40 50 60

2008 (N=1,076)      2007 (N=1,016)  

»

Figure 2: Which of the following challenges are your own or your embedded design team’s greatest concern regarding your current embedded systems 
development process? Source: Embedded Market Study 2008, The Embedded Systems Design magazine surveyed 1.100 embedded developers about 
their thoughts
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in the elevator, it must rise (or descend) to the correct floor and 
stop exactly at the right point. Too high or too low, even by a few 
centimeters, and the passengers get spooked. The system has 
failed if it doesn’t time the motion of the elevator to stop precisely 
at the right location. That makes it a real-time system because it 
must pay special attention to the right time to move the elevator 
and the right time to open or close the doors. The time of day 
doesn’t matter, but the time between events is critically important.

Telecom systems operate in real-time because they need to 
process packets of digitized voice in a fixed and predictable 
amount of time. If they didn’t, the speaker’s voice would be 
garbled, unintelligible, or speed up and slow down annoyingly. In 
short, the digital voice network is working very hard to appear like 
an analog voice network. It requires careful hardware design and 
sophisticated software design to make sure all the voice packets 
are processed and transported reliably.

Real-Time Interrupts and Partitioning
One of the biggest problems in managing real-time systems is 
dealing with interrupts. Imagine a well-organized office worker 
who arrives precisely at 8:00 am and leaves exactly at 5:00 pm, 
with four evenly spaced breaks in between. She carefully sched-
ules her tasks to fit into the time allowed. But if one day her phone 
rings constantly, she must put down her work and answer it, 
perhaps dealing with unexpected tasks and chores. The distrac-
tions could throw her carefully planned workday into chaos. 

Likewise, a carefully designed real-time embedded system (like 
our telecom example) might have no trouble dealing with routine 
tasks. The elevator stops at exactly the right floor every time. But 
if a six-year-old child steps aboard and presses all the buttons 
at once, what happens? Will the sudden flurry of button pushes 
distract the embedded computer from its normal tasks? Will it get 
confused about which floor to visit first? In short, will the distrac-
tions cause the real-time system to miss a deadline and possibly 
open the doors too early or too late?

Dealing with interruptions is just the most basic problem that 
real-time designers face. The easiest way to solve it is to “over-
provision” the hardware. In other words, to use a faster computer 
than necessary so that 99% of the time it’s idling, but occasion-
ally uses all its performance to manage multiple tasks. This brute 
force approach certainly works but it can be expensive.

A more elegant solution starts with a real-time operating system 
(RTOS), a special layer of low-level software designed to juggle 
multiple competing tasks in a timely, predictable, and deter-
ministic manner. With enough predictability and determinism, 
it’s possible to guarantee that no tasks or interruptions will be 
delayed beyond critical deadlines. 

Many embedded-system designers also partition the hardware to 
deal with multiple tasks. A multicore processor is often one part of 
this solution, with different tasks assigned to different cores within 
the processor itself. This is kind of a microscopic-level partition-
ing. Systems can also be partitioned with multiple processors, or 

multiple systems that communicate over a network or backplane. 
The level and granularity of the partitioning depends on the task 
at hand and the preferences of the engineering team.

Safety- and Security-Critical Systems
Another category of embedded systems are the safety-critical sys-
tems. As the name suggests, these are computers whose task is 
critical to maintaining safety. A medical pacemaker, an industrial 
robot, an elevator controller, an industrial pressure boiler – these 
are all safety-critical systems.

The overriding concern in any safety-critical system is avoiding 
catastrophe. An exploding boiler, a wayward robot, an irregular 
pacemaker – these are all potential failures if the software or hard-
ware fails. It’s difficult to design a system that fails “gracefully” or 
harmlessly when something goes wrong, but that’s the challenge 
that safety-critical engineers face.

A standard technique for ensuring (or at least, increasing) safety 
is memory partitioning. Since most computer failures are caused 
by software mistakes, not actual hardware failures, the first line 
of defense is to make sure that the software doesn’t run amok. To 
help prevent this, each software function or module is partitioned 
into its own area of memory. A hardware memory-management 
unit (MMU) ensures that each function stays within its own allotted 
area of memory and never strays out of it. Thus, if the software 
function fails and begins corrupting memory, it can only damage 
itself and not its neighbors. This all assumes that the MMU itself 
doesn’t fail, of course, and that it was programmed properly.

Code-analysis tools can scour C source code looking for potential 
areas of concern. These are helpful but there’s a limit to what can 
be discovered through analysis and observation. Some software 
flaws are not apparent until the program is actually running. 
Code-analysis tools are a help but not a panacea.

“Security” can mean different things to different people, but 
security-critical systems are another area of growth in the 
embedded-systems industry. In some cases, this means systems 
that can’t be hacked or maliciously modified. In other cases, 
these are systems that manage airport security, medical records, 
building access, or other external resources.

In the former case, there are a number of hardware and software 
roadblocks that can be erected to thwart hackers. Data transmis-
sions can be encrypted. We see this every day, from simple Wi-Fi 
networks to secure bank transactions. Even internal data that 
never leaves the box can be encrypted, just in case a hacker 
removes the lid and probes inside the box. Many new micropro-
cessors now include encryption hardware or random-number 
generators that can be used as part of an encryption scheme. 
Other chips are tamper-resistant, to the point of destroying 
themselves if they’re removed from the system.
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Embedded Software
Embedded computers run software, just like any computer runs 
software (indeed, that’s often the definition of a computer: an 
electronic device that runs software). Whereas on a PC you might 
run software like Windows, Excel, PowerPoint, Safari, or Solitaire, 
an embedded system is more likely to run specialized software 
that you can’t find at the local computer store. Almost all embed-
ded software is custom-written exclusively for one specific task. 
There is very little “shrink wrapped” embedded software. 

That’s good news for programmers because it means lots of work. 
Most embedded-systems companies (and that includes almost 
any company that makes electrical, mechanical, or electronic 
products) employs at least a few programmers. Some employ 
thousands. Aircraft manufacturers have hundreds of program-
mers working on the plane’s instruments, control systems, 
ventilation, radios, and so on. Automakers employ thousands 
of programmers who not only design the cars but also the 
gadgets and gizmos that go into them. Even simple thermostat 
makers have in-house programmers. Somebody has to teach the 
thermostat how to tell the time.

Just like any computer programmer, embedded-systems program-
mers have an assortment of software tools they use to write 
programs. They use standard programming languages like C, 
Java, assembly language, Ada, Pascal, and others. Most program-
mers are fluent in multiple programming languages but generally 
have one favorite they prefer to use. On the surface, there’s no real 
difference between writing programs for an embedded system 
and programs for a PC or Macintosh.

But that’s a bit like saying there’s no difference between walking 
down the street and walking on a circus tightrope. Sure, they both 
involve putting one foot in front of the other, but in the latter case 
your steps are more measured and the penalty for failure is more 
severe. Almost anyone can be trained to walk on a tightrope, but 
not everyone will like it. Similarly, not all programmers have a taste 
for embedded-systems programming. Some just don’t like it.

Like tightrope walking, the biggest challenge with writing 
embedded software is balance. Programmers must balance the 
abilities of the system with the demands of the outside world. Is 
the computer fast enough to handle the task(s) it’s given in the 
allotted amount of time? Is it efficient enough to run on batteries 
for more than an hour? Is there enough headroom to deal with 
unexpected interruptions? Is it reliable enough? Is it affordable? 
Can it be produced cheaply enough? Can it be upgraded in the 
future? These and many other questions weight on the embedded 
programmer’s mind.

My current embedded project is programmed mostly in:

C
63%

51%
51%

22%
30%

26%
7%

8%
8%

1%
3%
3%

1%
1%

2%
2%

3%
3%
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0%
1%
1%

2%
0%

4%
5%
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C++

Assembly language

Java

BASICS

JML, MatLab, or like

XML

LabView

Other

2007 (N=1,011)      2006 (N=1,043)    2005 (N=1,612)  
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Figure 3: My current embedded project is programmed mostly in 
Source: Embedded Market Study 2008, The Embedded Systems Design 
magazine surveyed 1.100 embedded developers about their thoughts

Technical Challenge Potpourri
Let’s take a look at some of the technical challenges that 
embedded-systems designers face every day. 

Upgrades. Nothing changes so fast as technology. How will  �
you upgrade this embedded system once it’s shipped and 
in customers’ hands? Storing the software in flash memory 
allows it to be replaced or upgraded in the future but also 
opens the door to bugs and hackers. 

Security. Sometimes you don’t want the system to be  �
upgradable. This is especially true of safety-critical systems 
where any change, however small, might have unintended 
consequences. Medical devices, in particular, are designed 
not to be upgradable. 

Interruptions. Most of us can be productive if we’re not inter- �
rupted. But that’s a fantasy world; we need to deal with inter-
ruptions graciously and efficiently, but without losing sight of 
our ultimate task and any looming deadlines. Similarly, most 
embedded systems have some tasks they must perform, but 
also some unscheduled interruptions they must deal with. 
What happens when the unexpected happens?

Power Consumption. Many embedded systems run on bat- �
tery power, but even the ones that don’t should be energy-
efficient. The programmers and engineers must balance the 
performance needs of the system versus the power needs of 
that performance.

Heat Dissipation. Heat is a function of power; the more  �
electricity that goes in, the more heat that comes out. Many 
embedded systems are sealed in a box with no vents or fans; 
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how do you get the heat out then?

Cost. Every product, whether it’s a jetliner or a video game,  �
has to meet its cost targets. Embedded developers have to 
keep costs down while also meeting all the other challenges 
on this list. 

Real-Time Deadlines. Many embedded systems run in real  �
time, meeting external deadlines and interacting with the 
physical world. Does the computer have to be fast all the 
time or just occasionally? What happens if a deadline is 
missed? How can you predict the worst-case scenario? 

Testing. Embedded-systems developers spend more time  �
testing their systems than they do designing them. Lengthy 
testing is a crucial – and hated – part of any embedded 
project.

Embedded Operating Systems
Windows and MacOS are the operating systems that most people 
are familiar with. But as we saw before, these account for just a 
tiny fraction of the world’s computers. What operating system do 
embedded systems run?

The answer is, it depends. A large percentage of embedded 
systems run no operating system software at all. Many low-end 
embedded systems are just too simple to need an operating 
system. A thermostat, for example, doesn’t need an operating 
system. Neither do a simple alarm or a TV remote control. 

That still leaves most of embedded systems that do run an operat-
ing system. Do these systems run Windows Vista or MacOS X? No 
they don’t; they use other operating systems that are less familiar 
but just as popular. Names like ThreadX, Linux, and Precise/
MQX are well known in the embedded-systems world. There are 
literally dozens of operating systems available just for embedded 
systems. Microsoft even produces special embedded versions 
of Windows (such as Windows CE and Windows Mobile) that are 
smaller, cheaper, and more reliable than the familiar PC version.

What sets an embedded operating system apart? How are they 
different from, say,  Windows Vista? For starters, they’re cheaper. 
Microsoft charges a lot of money for its PC operating systems, a 
fee that most embedded designers would rather avoid. Apple, in 
contrast, doesn’t allow its operating system to run on anything 
but Macintoshes, so MacOS isn’t even a choice for embedded 
designers. 

Embedded operating systems are also smaller, in the sense that 
they use much less memory for storage. Memory chips take up 
space and cost money, and many embedded systems can afford 
neither. 

That doesn’t mean embedded operating systems are simple, 
stripped-down affairs. On the contrary, they include some of the 
most advanced software engineering found anywhere. It just 
means they don’t look and act like Windows or MacOS, which 
is a good thing. You wouldn’t want to wait two minutes for your 
pacemaker to boot up in the morning, or for your antilock brakes 
to display the Blue Screen of Death. PC operating systems have 
their place; embedded operating systems have their place. 

What are the most important factors in choosing an operaating system?

Real-time performance 48%
55%

54%
41%

48%
43%

38%
40%
40%

33%
33%

36%
31%

30%
29%

28%
31%

43%
25%

26%
21%

17%
18%

17%
15%
15%

13%
14%
14%

13%
12%

13%
11%

12%
11%

10%
10%

SW development tools available

No royalities

Purchase price

Small memory footprint 

The processors it supports

Simplicity/cases of use

Other software available for it

Rich selection of services/features

Compability with other SW/systems/tools

Open-source availability

Availability of tech support

2008 (N=1,021)    

Base = Those who are using or plan to use operating system

  2007 (N=891)   2006 (N=949)  

0 10 20 30 40 50 60

My familiarity with the OS

 
Figure 4: What are the most important factors in choosing an operating system? Source: Embedded Market Study 2008, The Embedded Systems Design 
magazine surveyed 1.100 embedded developers about their thoughts
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Operating system currently use

My current embedded projects uses …
My next embedded project will likely use …

Commercial OS

Open-source OS 
without commercial support

Internally developed or in-house OS

Commercial distribution of an
open-source OS

* Indicates respnse option not asked in 2005

2008 (N=764)  2007 (N=676)  2006 (N=727)  2005 (N=1,303)

Base=Use/plan to use an operating system

Operating system  plan to use next

Commercial OS

Open-source OS 
without commercial support

Internally developed or in-house OS

Commercial distribution of an
open-source OS

Current project

2008 2007 2006 2005

Next project

2008 2007 2006 2005

49% 47% 51% 55%

19% 22% 16% 25%

21% 21% 21% 20%

11% 10% 12% *

37% 41% 47% 50%

26% 27% 19% 34%

23% 15% 17% 16%

15% 16% 17% *

-6% in
4 years 

-13% in
4 years

Figure 5: My next embedded project will likely use ... 
Source: Embedded Market Study 2008, The Embedded Systems Design 
magazine surveyed 1.100 embedded developers about their thoughts

Opportunities and Trends
As we’ve seen, there is a great variety of embedded systems, from 
large to small and expensive to throw-away cheap. Nevertheless, 
there are some commercial and technical features they all share. 
Likewise, certain trends affect all embedded systems – and 
network-connected systems in particular. 

Qualitative handling of data. As most networks were being  �
created – and this includes the Internet – they were designed 
to handle all data equally. Data sent from Point A to Point B 
was assumed to be just as important as data travelling from 
Point C to Point D. For most computer networks, that’s true. 
It’s also fair, and fairly easy to implement. But now, as we use 
our networks for a mixture of e-mail, television, voice con-
versations, YouTube videos, Web browsing, Twitter updates, 
instant messaging, uploading, file sharing, and a myriad of 
other uses yet undreamt of, we find ourselves needing to 
separate high-priority traffic from low-priority traffic. What’s 
needed is a method for tagging or identifying types of traffic, 
and handling them accordingly. 

Time-sensitivity of data. Networks that are isochronous, or  �
time-sensitive, can better serve the needs of consumers with 
different usage profiles. For example, e-mail is generally 

insensitive to time; if a message is delayed by a few seconds, 
nobody knows or cares. Streaming video, on the other hand, 
is very sensitive to time. If the video stutters or is delayed, it’s 
effectively broken. This is a quality issue that consumers can 
easily see and identify, even if they don’t know exactly why it 
happens. Simply increasing network bandwidth is a “brute 
force” approach to smoothing out network delays, but it’s 
expensive and only works until traffic increases enough for 
the problem to resurface. A better solution is to enable the 
network itself to identify time-sensitive data (like streaming 
video) and handle it more promptly than time-insensitive 
data (like e-mail). 

Upgradability. Nothing is as constant as change, at least in  �
the embedded-systems industry. Silicon, software, operating 
systems, standards… they all change with alarming regular-
ity. To help prevent (or at least, forestall) obsolescence in 
the face of ever-changing requirements many embedded-
systems developers are turning to programmable logic and 
flash memory. Programmable logic, in the form of FPGA or 
PLD chips, can be upgraded by the vendor or in the field, 
enabling some features to be upgraded, changed, or fixed 
without physically removing and repairing or replacing com-
ponents. Similarly, flash memory allows operating systems, 
drivers, algorithms, and application programs to be updated, 
patched, or replaced in the field.

Networks with built-in security. Today we assume that  �
viruses, spam, and malicious content will be stopped by 
the user’s computer. In other words, that security is the 
responsibility of the client, not the network. Looking forward, 
that will no longer be the case. It will be imperative that the 
network itself provides a base level of security and protection 
against data-borne threats. The most logical place(s) for that 
to reside is in the network routers, boxes that intelligently 
route data packets from one network cable to another. Since 
these boxes already contain high-end microprocessors 
and advanced software, they’re the logical gatekeepers for 
stopping viruses and other threats before they’re propagated 
through the network. 

Simpler configuration. As embedded systems creep into ev- �
eryday life, casual users are exposed to technical details and 
“plumbing” that they never expected. Byte-ordering, packet 
protocols, and binary compatibility are concepts most 
people never learned in school – and don’t want to learn. 
The average doctor knows as much about microprocessors 
as a computer programmer knows about eukaryotic cellular 
structure. As an industry, we need to simplify and streamline 
user interfaces (including written documentation) so that it’s 
geared to the interest-level of our audience. Nobody needs 
to learn about internal-combustion engines to drive a car; 
nobody needs to know how to configure IP addresses or 
network masks to use a Wi-Fi access point.

Cost. As always, cost is a factor. Unlike “real” computers,  �
embedded systems are sold as products that perform a 
function, not as bundles of technology. Consumer adop-
tion of any product depends on price, so price pressure is 
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constant. Fortunately, the ever-decreasing cost of silicon 
helps. Unfortunately, the ever-increasing complexity of 
software thwarts the first trend. Software expands to fill the 
space available, leading to a kind of cost equilibrium: the 
feature set expands to keep prices constant. This isn’t always 
the right approach, as more features usually equate to more 
complexity and more frustration from customers. There is 
elegance in simplicity.

Reflecting over the past 20 years and looking to
the next 20 years, select the areas below that you
think have seen the most dramatic changes?

Chip technology 66%
53%

42%
39%
39%

28%
24%

19%
22%

30%
17%

21%
14%

13%
23%

18%
12%

10%
4%

2%

Speed to the markets

Global markets

Other changes

The design/
development process

Size and type of
development teams

The competitive 
embedded marketplace

Chip applications
(vertical markets)

Embedded systems
research and theory

Professionalism
and standards

0 10 20 30 40 50 60 70

Figure 6: Reflecting over the past 20 years and looking to the next 20 
years, select the areas below that you think have seen the most dramatic 
changes ... Source: Embedded Market Study 2008, The Embedded 
Systems Design magazine surveyed 1.100 embedded developers about 
their thoughts

Sidebar 1: Microprocessor Growth

Although Intel’s famous Pentium or Core chips are probably 
the best-known microprocessors, they’re not the most popular. 
Overall, Intel sells relatively few microprocessors because the 
company focuses on the PC market and, as we have seen, PCs 
account for barely 2% of the overall unit volume of computer-
controlled devices. The rest are used in embedded systems.

As the chart shows, the unit sales of microprocessors have 
grown steadily for many years. This ten-year view of market data 
shows that unit volumes (as opposed to revenue) of low-end 
8-bit chips continue to lead all other types of microprocessor. 
Midrange 16-bit chips still sell well, with the high-end 32-bit 
chips accounting for a relatively small (but profitable) segment 
of the overall market. 

Sidebar 2: Microprocessor vs. Microcontroller

We often hear the terms “microprocessor” and “microcontroller” 
used when discussing embedded systems. These two terms 
are generally interchangeable, although vendors and market-
research firms often differ in their definition. 

Generally speaking, a microcontroller is a chip that includes I/O 
(input and output) functions on the chip, such as an Ethernet 
controller or a USB interface. By most definitions, a micro-
controller also includes some significant amount of on-chip 
memory, such as flash ROM or EEPROM. By these definitions, a 
microprocessor would be any chip that lacks these two features.

These definitions are somewhat loose, however, and the same 
chip might be classified as a microprocessor by one observer 
and a microcontroller by another. This is one reason why market 
statistics and sales data are often not directly comparable from 
one source to another.

Weird Embedded Systems
With microprocessor chips becoming so cheap and plentiful, 
it’s inevitable that clever engineers around the world would use 
them in unusual ways. Some of the more surprising and peculiar 
examples include:

The Anoto Pen. This appears to be a normal ballpoint pen,  �
but by plugging the pen into a computer it downloads an 
electronic copy of everything the user has written. Words, 
sketches, maps, and drawings are all available on screen 
and online. The pen works by placing a tiny camera in the tip 
of the pen that “watches” what the user writes, then digitizes 
and stores everything it sees.

       

Figure 7: Samples of weird embedded systems

Bow-Lingual Dog Translator. The maker of this device claims  �
it can translate a dog’s barking into human speech (English, 
Japanese, or Korean only).

iSmell. This small device plugs into a standard PC and re- �
produces smells under software control. The iSmell contains 
replaceable scent cartridges that emit odors under software 
control. 

LoveGety. Sold in pairs, these items can be programmed  �
with the owner’s likes and dislikes. When one LoveGety 
gets close to another (about two meters) it flashes its lights 
and sounds a chime to indicate that a “compatible” user is 
nearby.

Speed-sensitive radio. On many new cars, the radio is con- �
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nected to the antilock brakes (ABS) via an in-car network. 
The purpose is to automatically raise and lower the volume 
of the radio as the car’s speed increases or decreases, and 
the ABS is the best source for determining speed. 

Reversing mirrors. Also on many newer cars, the side-view  �
mirrors are connected to the transmission in order to tilt the 
mirrors downward when the car is put into reverse gear.

Bulk materials measurement. A handheld GPS (satellite  �
navigation) receiver can be used to determine the quantity of 
bulk products, such as large piles of coal, stone, or lumber. 
The user simply walks around the base of the pile and the 
unit calculates the pile’s circumference, and therefore its 
height and volume, based on the user’s position.

Cow pagers. When it’s feeding time the farmer can simply  �
page his cows, all of which wear their own individual pagers.

Grocery store sensors. Some grocery stores have installed  �
sensors over the aisles that detect and measure the number 
and speed of shoppers. The intent is to allow store managers 
to study traffic patterns by measuring where and when shop-
pers pause (perhaps to read labels or examine goods) and 
where they simply pass by.

Imaginary keyboard. This small device projects a picture of a  �
QWERTY keyboard onto the user’s desk. The user can then 
type on the imaginary keys while a built-in camera monitors 
the user’s fingers and records the keystrokes as normal.

Summary
As we’ve seen, computer technology has progressed from 
government-sponsored science project to unremarkable everyday 
item. Today there’s more computer technology in a musical 
greeting card than in the NASA lunar landing craft. We use, and 
discard, more computer technology than ever seemed possible 
just a few decades ago. 

Embedded systems account for nearly all of the “computer” 
technology developed today, as well as the lion’s share of the 
innovation and the revenue. There are many more companies 
developing (and using) embedded-systems technology then there 
are making computers, and one could argue that their effect on 
the economy and society is greater, too. 

The current growth trends in the embedded market show no 
sign of slowing down. In future, we’ll have even more – and more 
powerful – embedded systems inside vehicles, homes, offices, 
toys, and medical equipment.
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Abstract
Embedded systems have developed into a big and highly growing 
market. In recent years they have brought up many use cases 
and set the basis for innovative applications in various industries. 
In particular, the increasing support of network access and con-
nectivity between embedded systems brings up new application 
scenarios, such as ambient assisted living or telematic services in 
the automotive industry. As many such use cases need functional 
support from the network side, embedded systems provide new 
opportunities for telecommunication providers, but also bring 
some threats for their core business, the mobile communication 
industry.

This article describes the current development of embedded 
systems and illustrates selected use scenarios from the health-
care, automotive, and mobile communication industry. It outlines 
inherent threats and opportunities for telecommunication provid-
ers and concludes with an overall recommendation and action 
items towards building up network enablers in order to support 
the embedded system industry with complementary functionality 
from the network side.

Embedded Systems: The Heart of Smart 
Devices in Everyday Live
Embedded systems have changed our lives. We are surrounded 
by things called devices that help us communicate, travel, work, 
cook and facilitate many other tasks that we seek to accomplish 
in our everyday lives. Such devices are all based on embedded 
systems, which are referred to as special-purpose computers 
that are interated into a device. Such embedded systems mostly 
contain a limited set of functions, but entirely control the devices’ 
required actions and behavior; often in real time and in a very 
effective, efficient and reliable way. Embedded systems consist 
of a microprocessor and a set of sensors and actuators that are 
hidden behind the nutshell of a sometimes much bigger device. 
Even though mostly not visible, they represent the core of any 
electronic device or system. Embedded technology, for example, 
controls the navigation system, direction indicator or anti-lock 
braking system in our cars; also the timer in our microwave ovens, 
our MP3 and DVD players, traffic lights on the streets, cell phones 
and many other devices that have entered our everyday lives and 
environments. Since their introduction in the 1960s they have 
been continuously improved, made faster, more efficient and 
smaller; they have been able to perform more and more intelligent 
tasks in more and more application fields. Today, 90% of all exist-
ing processors are not integrated in a PC, but enable embedded 
systems. Overall, the embedded systems industry is rapidly grow-
ing, with a 15% increase in ICT and a 160-billion-Euro market size 
worldwide in 2008 (Bitkom, 2008a). 

From a telecommunication provider’s point of view, the field of 
embedded end-user systems has become of particular interest 
due to recent developments in the computer networks area. 
Important communication channels, network protocols and 
industrial standards have been developed and have significantly 

enriched the embedded systems field. Manufacturers increas-
ingly integrate communication technologies such as Ethernet, 
WiFi, Bluetooth, WiMAX or UMTS into their smart devices, which 
enable these devices to talk to each other. This combination of 
smart devices (i.e. embedded systems) and network connectivity 
leads to many new application scenarios which can be referred to 
as the “Internet of Things” or “Smart Dust” (ITU Internet Reports, 
2005). Intelligent and autonomous objects that are connected to 
each other through a central network, such as the internet, can 
exchange information about their status or context and self-
organize accordingly. This increasing support of network access 
and connectivity between embedded systems brings up new 
application scenarios across many different fields and industries, 
such as the automotive industry, intelligent homes, office automa-
tion, healthcare or logistics. Intelligent stand-alone devices still do 
their dedicated jobs autonomously, but with embedded network 
connectivity they can report, communicate, manage, synchronize 
or exchange data, context measurements or status information to 
other smart devices or controlling servers in the network.

 

WWW

Figure 1: Telco’s networks connect embedded systems from various 
application fields and transfer smart objects into what is often referred to 
as the “internet of things” or “smart dust”

Connected embedded systems have brought up many use cases 
in different industries, which require new and complementary 
functionalities on the network side in turn. Such application 
scenarios open new opportunities, but also save threats for telco 
providers. The following sections will illustrate this by some ongo-
ing trends in the healthcare- automotive- and Mobile Communica-
tion industry.

Healthcare Industry
Healthcare is a popular example for an increasingly relevant 
industry for embedded systems. In Germany there are 4.2 million 
employees in medical services, with increasing tendency due 
to demographic change (Rombach, 2007). Embedded systems 
built in smart home appliances or mobile phones can provide 
telemedical support, so patients and primarily old people can stay 
at home instead of being sent to hospital (e-health-com Special, 
2008). Such applications in the domain of “Home Monitoring” 
and “Ambient Assisted Living” increase the patient’s life quality 
and at the same time save money for health insurances. Relevant 
research areas such as “mHealth” and “Wearable Computing” 
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focus on building devices and sensors that constantly acquire 
medical data and biosignals from patients (e-health-com Special, 
2008, p.19). Those can be transmitted to a doctor or hospital for 
the purpose of consulting or remote medical procedures in use 
scenarios such as disease management, emergency detection or 
post-hospital care, for example. In turn, such use scenarios bring 
up special requirements for the network side. Similar to online 
banking and mobile payment scenarios, mHealth applications 
require highly secure data transmission, quality of service and 
authentication functionality (e-health-com Special, 2008, p. 12). 
mHealth is a good example where embedded systems seek for 
network side functionality to complement and support its applica-
tion scenarios and use cases. Those are future areas for telco 
providers to contribute with value-added network services.

Automotive Industry
Another illustrative field where embedded systems facilitate new 
applications that require support from the network side is the 
automotive industry. This industry is a nice showcase of how 
many changes and improvements embedded technology can 
bring to an established product. In fact, 90% of new innovations 
in the car industry are based on embedded systems. Today, there 
are about 70 embedded processors in a car (vs. 6 processors 
25 years ago) and the software that is applied in car systems 
consists of approx. 10 million lines of code (100 million lines of 
code expected by 2015) (Bitkom, 2008b). Furthermore, in the 
near future we can expect cars not to be completely autonomous 
systems any longer, as they will increasingly communicate with 
their environment. Various types of sensors will detect mechani-
cal or electronic problems and proactively inform the driver or 
send the information to the manufacturer service organization 
for remote diagnostics (vehicle telematics). Other use scenarios 
include services like recovering stolen vehicles, location-based 
driver information services, automatic traffic-jam notification or 
car accident prevention. Again, those use cases need the support 
of specific network functionality, in particular quality of service, 
security, authentication, authorization, accounting (AAA) and 
location information.

The use cases in the healthcare and automotive industry show 
how increasing embedded technologies and their applications 
seek for functional support from the network side. Similar 
examples can be found in other telematics, transport or track-
ing services. As a consequence, embedded systems should 
be of special interest for telecommunication providers. With 
the network infrastructure as a telco provider’s core asset, the 
evolution of embedded systems brings good opportunities for 
their  business models of today. We will later illustrate how telcos 
can take leverage from this trend by providing network enablers 
for service providers.

The developments in the embedded system field not only bring 
opportunities for telco providers, but also some threats. This par-
ticularly holds true for their core business, the mobile communica-
tion industry. In the last couple of years embedded technologies 
have significantly changed the mobile industry and its classic 

business models. As the mobile business represents one of the 
most important revenue streams for many telco providers, those 
changes should be of particular interest and concern. The follow-
ing sections will outline those changes, discuss inherent threats 
and opportunities, and conclude with an overall recommendation 
for telcos’ action items regarding the developments in the embed-
ded systems field.

Embedded Systems in the Mobile Communica-
tion Industry
A big part of telcos’ business models is based on the mobile 
sector. The main revenue streams come from voice calls, short 
messages and data packets. However, with the latest develop-
ments in the mobile technology sector, the data business and 
relevant network assets have become of increasing importance.

In recent years, embedded technologies have flooded mobile 
phone devices. Certain microchips have become small and 
cheap enough, so mobile phone manufacturers started to embed 
them into their devices. The latest mobile phone generations 
are, e.g., equipped with photo cameras, camcorders, global 
positioning technology, mass storage, acceleration sensors or 
high-speed internet connectivity. This enables developers to build 
applications for end-users that go far beyond voice calling or 
short messaging. Mobile device retailers have changed the nam-
ing of product categories from “mobile phone” to “smart phone” 
signaling that phoning is no longer the only purpose of use. 
Indeed, as the mobile phone is already a permanent companion 
for most people, there are many use scenarios for new-generation 
mobile devices. The increasingly embedded mobile technology is 
a platform for various embedded systems and software which can 
serve as a facilitator in many everyday situations. Given the broad 
market penetration and their strong technical capabilities, they 
have the potential, and are on their way to becoming a collabora-
tive mass medium and communication channel, such as, for 
example, the Web 2.0 is today.

Telcos’ Threat of Becoming a Bitpipe

With embedded technology, mobile devices have become poten-
tial hosts for applications that solve problems and cover needs in 
many everyday-use scenarios. The massive push of embedded 
technologies has particularly triggered the mobile internet usage. 
This trend puts telco providers in a challenging position. With the 
introduction of internet-enabled mobile devices and embedded 
multimedia and sensing technology the reliance on the voice and 
sms revenue model has shifted. By 2012, 1.4 billion people will 
be high-speed (3G) mobile internet users, which is around 20% of 
today’s world population (Bundesministerium für Wirtschaft und 
Technologie (BMWi), 2008). In Germany, 20% of 16-60-year-olds 
have already been using the mobile internet since 2007. Many 
service providers started to build business models upon, e.g., 
mobile content, information download, gaming or location based 
services. Telcos, on the other hand, face the threat of becoming 
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a bitpipe in this new mobile service environment, similar to how 
it has happened in the Web 2.0 business: Service providers such 
as Google, eBay, Amazon and Facebook have built up successful 
multi-million-dollar businesses based on the telcos’ network infra-
structure, whereas the telcos have only collected fees for network 
access subscription plans ; throwing them into tough competition 
for decreasing prices at rising bandwidths. In the end, telcos are 
even in risk to lose their customer relationship to strong brands 
associated with relevant services. 

The development and increase of embedded technology in 
mobile phones will continue. Device manufacturers will keep 
enriching mobile phones with various microchips and sensors 
that will increase their capabilities and potential application 
scenarios. Telcos’ core role in the mobile internet era is still crucial 
and therefore has to remain the same: they have to provide a 
stable and fast network that enables such applications to run in 
the first place. However, the question that telcos should be asking 
themselves is whether they are satisfied with being a pure bitpipe 
in the future mobile service business, or if they want to leverage 
the increasing market and get a “piece of the cake” in the service 
stream?

Though, what is a good strategy to “jump on this train”? Becom-
ing just another service provider is clearly not and should not be 
the core strength of telcos. The discussion in the next section 
is rather about how telcos can take advantage of their current 
strengths, assets and infrastructure in order to establish a secure 
or even leading position in tomorrow’s mobile business. It is about 
identifying “gold nuggets” in their network that would represent 
a high value if opened up for mobile service providers to support 
their applications.

Opportunities for Telcos: Focus on Strengths and 

Internal Assets – Build Network Enablers

Telcos have very valuable assets. Without the network infra-
structure mobile devices and applications could not work and 
would not exist. In the beginning of the mobile business voice 
calling and short messaging were the two main, and often only, 
supported mobile phone applications; the intelligence and 
performance was primarily on the network side. The clients, i.e. 
mobile devices, were simple signal receivers and modulators that 
transformed voice into a digital signal and passed them over to 
the network for further processing. However, with the increase 
of embedded technologies mobile devices have improved from 
being thin clients to thick clients that provide more and more 
functionality on the device. Thus, the application architecture of 
mobile systems has become a much more complex task and a 
trade-off decision of many factors. Gartner presents six mobile 
application architectures (thick client, rich client, streaming, thin 
client, messaging and no client) that according to the provider’s 
strategy, have to be considered and cleverly selected when build-
ing a mobile application (Gartner Research, 2006). Overall, the 
trade-off is always about how much functionality and logic is put 
on the network, and how much on the client side. This decision 

depends on the application scenario and various factors such as 
workflow requirements, network characteristics, device con-
straints, usability, security management, cost, information require-
ments, etc; however, one can observe that mobile applications 
with at least some kind of client-side logic increase continuously. 
The number of mobile applications will grow by 30% per year 
through 2011, and enterprises will spend over 8% of IT budgets 
on mobile projects (Gartner Research, 2006). In many scenarios, 
the network is merely needed to transmit data, e.g., download a 
website that was requested by the client, or a picture that was shot 
with the built-in camera, to synchronize the client-side calendar 
application with the home server, or to update one’s current GPS 
coordinates to the personal online social network1. This increase 
of mobile internet application maneuvers telco providers  into 
bitpipe-like positions.

However, there are particular functions and tasks that can 
only be just as well or even better managed centrally by the 
network than the mobile client. Such tasks can, for example, 
be authentication, authorization and accounting (AAA), billing, 
providing customer and profile data, regulating quality of service 
or network-based location and presence information. Those 
functions are required for many different mobile services across 
various industries and use cases. Furthermore, supporting 
the user in configuring, provisioning and controlling access to 
network and data up to the composition of complex individualized 
services represents a chance for telcos. Machine-to-Machine 
service platforms leverage existing network and management 
assets and directly deliver to the ‘Internet of Things’ and similar 
concepts. In this sense, Software-as-a-Service concepts facilitate 
value-creation in the IT-arena on top of telco assets. Thus, telcos 
should regard them as hidden treasures in their networks and 
start identifying them, and making them accessible for the mobile 
developer community:

This would be the same approach that device manufacturers 
and consortia have been following for years already. They have 
opened their platforms to the developer community and provided 
them frameworks and toolkits (e.g., Java ME2, Apple iPhone 
Developer Toolkit3, Google Android Toolkit4) to create innovative 
applications that run on the mobile phone and uses selected 
device capabilities (e.g., photo camera, phonebook, GPS, 
acceleration sensors, etc.). The massive increase of embedded 
technology and capabilities brings up an increasing number of 
possible combinations, mashups and application scenarios. Fol-
lowing the Open Innovation approach (Hippel, 2005; Reichwald 
& Piller, 2006) the toolkit approach is a good method to tap the 
creativity and development workforce of thousands of developers 
that come up with new and innovative applications5. This in turn 
attracts new users to buy a mobile device or sign up for a data 
plan or service, which in turn drives business.

1 e.g., http://www.loopt.com
2 http://java.sun.com/javame/index.jsp
3 http://developer.apple.com
4 http://www.android.com
5 example, the Google Android developer challenge (http://code.google.com/

intl/de-DE/android/adc.html) triggered over 1,700 submitted applications in 
only 3.5 months.
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Figure 2: Telco’s network infrastructure has a huge potential to provide 
complementary and value-added features for mobile client applications.

Similar to how device manufacturers opened their device 
platforms, telcos should open up access to specific network as-
sets. Their network infrastructure has a huge potential to provide 
specific functionality that a big majority of mobile services needs 
to offer good service. Providing access to such assets would be 
of huge value for mobile developers. For often required AAA or 
billing functionality they would not need to implement their own 
solution, but use predefined and open building blocks that are 
made available based on the telco’s network (Figure 2). As a 
consequence, the complexity of the mobile client decreases 
and often required tasks are moved back from the device into 
to the network. The same holds true for any mobile application 
functionality that can be enabled or substituted by the network 
infrastructure. As the telcos control the network, they can develop 
new business models based on those mobile enablers. Service 
providers who use specific building blocks from the telco’s 
network would, e.g., pay per transaction or flatrate commission 
fees.

Opportunities for Telcos: Find and Close 
Network Enabler Gaps
Although highly relevant for telcos’ future strategy, very little 
research has been conducted on the design of network enablers. 
Actually, most telcos are aware of their network capabilities and 
some have already identified relevant building blocks that they 
have opened to the developer community6. However, the answer 
as to which functionality the different enabler blocks need to 
provide is still very fuzzy. What interface functions do develop-
ers need to, e.g., smoothly embed AAA or billing functionality 
into their application? How does the application programming 
interface (API) for network services look? What functionality 
and requests does it support? This is a challenge of designing 
toolkits for designers. Telcos need to design tools that develop-
ers and third-party service providers can apply to effectively and 
efficiently enrich their embedded systems with network features. 
Here, a functional analysis of existing and future potential 
applications, use cases, and trends in the different industries 

6 e.g., http://developer.telekom.de, http://www.orangepartner.com

would inform the design and functional requirements of network 
enablers. The following section describes a potential network 
function for an enabler in the mobile service industry.

Example: Enabler Gap for Mobile Services

In order to find potential enabler gaps, one needs to investigate 
and focus on promising future application scenarios where 
network functionality can possibly substitute or provide a better 
solution than embedded technology in mobile handsets. Such 
an area is, for example, location/proximity sensing technology. 
Location technology is often referred to as one of the main drivers 
for the next generation of mobile applications (Gartner Research, 
2008a); i.e. “a very wide variety of business or consumer mobile 
applications can be enhanced by knowledge of the user’s loca-
tion…” such as advertising, identifying moments of need, location 
based mobile search, etc. (Gartner Research, 2008b).

Embedded GPS technology can determine a mobile devices 
position with an approximate accuracy of 3m-30m. The network 
infrastructure is able to sense the user’s location as well. This 
is based on the ID of the mobile network’s base station that the 
user’s device is currently connected to. The technique is called 
Cell-Id and is much less accurate than GPS (approx. 100m). 
However, mobile application trends not only foresee the need for 
location sensing, but also proximity detection. Proximity detection 
is required by applications that need to trigger an action (e.g., 
notification) when the user comes close to a specific point of 
interest, e.g., another user or fixed target or zone. Application 
scenarios, for example, cover social community applications that 
notify the user when friends or like-minded people are nearby7 or 
when he is close to events that are happening in his immediate 
surroundings (Figure 3).

 

Proximity
Web-Service

User Push-Mesage
„Maria is currently in Berlin. 
You went with her to high-
school in 2nd grade. Wanna
meet her?

Closeby people
Identify closeby people with a shared  social 
conection, e.g. friends-of-friends, people 
from same class in highschool, people from 
same home-country in a foreign place

Social network topology and demographic data 
(e.g.hobbies former high school, friends, 
friends-of-friends, etc)! Location

! Identity

Figure 3: Use case for proximity detection: A mobile application that 
informs the user about nearby friends and relevant social contacts

However, proximity detection is a complex problem and not 
optimally solvable by embedded technology on the client side. 
Most existing client developer frameworks provide a location 
API that supports proximity detection by continuously polling the 
user’s current location and comparing it to the target position. In 
that scenario most of the computing happens on the client side. 
However, as computing power is a scare source on mobile clients 
due to limited battery life, client-side proximity detection is always 
an ongoing trade-off. If the polling frequency is too low, close-by 
targets might not be identified until it is already too late. High-
frequency polling, on the other hand, requires high computing 
power and runs the battery of the client flat very soon (Küpper & 

7 e.g., http://toktok.me/
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Treu, 2006). In any case, this might lead to a poor user experi-
ence. Proximity detection is a typical case where embedded client 
technology needs support from the network side. A network-
coordinated proximity detection, where complementary comput-
ing effort is done by the server, saves battery life and reduces data 
transmission and complexity on the client side. Furthermore, it 
improves the user experience on the client, and at the same time 
the development of relevant applications goes easier and quicker. 
In analogue to proximity detection, telcos should focus on identify-
ing similar network-side capabilities to support future mobile use 
scenarios.

Another such promising example module is context/presence 
awareness, i.e. the ability for mobile application providers to 
adjust the content and information to the user’s current context 
and situation. Dey (Dey, et al., 1999) distinguishes between 
primary and secondary types of context information. The primary 
types consist of identity, location, activity and time, i.e. the an-
swers to the questions about the “who, where, what and when?” 
Thereinafter follows a wider set of secondary context information 
types which characterize the primary types (e.g., user => phone 
number, email-address or identity of friends; longitude/latitude 
coordinates => list of nearby shops and facilities of potential 
interest).

Opportunities for Telcos
Primary Context 

Type
(characterizing the situation

of a particular entity)

Secondary Context Type
(attributes of primary context types)

 Telcos are already able to identify devices
 Telcos could also associate persons 

with these devices, add billing 
functionalities, etc.

Identity

Relevant information about the user:
e.g. phone number, e-mail-adresses, 

list of friends, friends-of-friends, 
birthdays, ect.

 Context, such as location (e.g. standing 
in front of a castle), could be matched 
with activities, such as Web-browsing 
(providing relevant information about 
that castle)

Activity

Relevant  events/information to the 
current activity:

e.g. user reading the „Da Vinci Code“ 
» notification about relevant events in town, 

such as going at the cinema

 Telcos could aggregate and filter 
information with regard to the user’s 
context

Time

Relevant  events to the respective 
time and date:

e.g. events/dates happening at the specific 
time that fit to the personal interests, 

location and schedule

Location

Relevant information about the location:
e.g. objects or people nearby the 

location, temperature/weather 
information, noise level, ect.

 With Cell ID and GPS integrated in 
mobile devices telcos already have 
means for location-based services
 Telcos could also secure privacy 

Figure 4:Telcos are able to offer valuable context information and 
additional services on top.

Conclusion
The effects on telco providers from the current developments 
in the embedded system environment are twofold: On the one 
hand, embedded systems can be seen as a development that will 
increase the need and demand for certain network functionality. 
In some industries, such as the mobile communications industry 
this can be a serious threat for today’s business models. Data 
services have become almost as important as the traditional voice 
service, and in some cases such as Voice-over-IP telephony (VoIP) 
also cannibalizes the classic business models. However, with their 
network infrastructure and network-embedded capabilities, telcos 
still hold important assets that are crucial for many embedded 
systems and future use scenarios. In order to jump on the train 

and leverage the trend of increasing embedded technology, they 
should turn their strengths and assets into business models. 
This would be opening up specific network assets and providing 
programming interfaces for developers and third-party service 
providers that can leverage network features and use them for 
their applications. The functionality and interface specifications 
of those features need to be elaborated from the “design-for-
designers” perspective, i.e. provide service providers with a 
complete and useful toolkit that facilitates embedded application 
development for various industries and use scenarios.

Summing up, embedded technology is a big and highly growing 
market (2008: 160 billion Euros worldwide and 15% increase in 
ICT) and has enabled new use scenarios and raised many innova-
tive applications such as illustrated in the healthcare, automotive 
and mobile communication industry. However, such applications 
still seek functional support from the network side. In respect of 
this background, the following recommendation for action can be 
drawn for telecommunication providers:

Analyze successful existing and potential future application  �
scenarios and trends of embedded technologies
Identify assets and capabilities in the network infrastructure  �
that can support and complement the implementation of 
those application scenarios (e.g., AAA, safety and security of 
network transactions, privacy, quality of systems, proximity 
detection, etc.)
Design and build development toolkits that enable develop- �
ers and third-party service providers to integrate and lever-
age network facilities in the embedded systems environment
Build business models for such network enablers (e.g., pay  �
per use, concession agreement, etc.)
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